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The Rubin model of causal inference

The model of causality espoused by Rubin begins by defining the causal effect of a "treatment" on an individual as the difference between Y when the individual receives the treatment and Y when the individual receives some other treatment.  Because we only observe the actual treatment an individual receives, it is impossible to determine the causal effect of treatment T for any one individual.  But under two conditions, the difference between the average Y in the treatment group and the average Y in the control group is a consistent estimate of the average causal effect of T across individuals.  First, the outcomes of individuals under treatment and control are unaffected by the treatment others receive or by the mechanism whereby treatment is assigned (known as the stable unit treatment value, or SUTVA, assumption).  Second, assignment to treatment levels must be "ignorable", so that treatment and control groups are identical on average with respect to any variables that affect Y.
Two key aspects of the Rubin model of causal inference are its insistences that a "cause" (treatment) must be manipulable in principle and that an "effect" is always relative to some other treatment the individual could have received.  The first of these conceptualizations has led to debate among counterfactualists as to whether attributes, such as gender, may be thought of as treatments.  Some argue that altering attributes of an individual is tantamount to changing the individual to something entirely new and incomparable to the original individual.  Others argue that attributes may in principle be manipulated, as would be the case if we could alter sex through genetic engineering.  
The Rubin model's conceptualization of what constitutes an effect means that causal effects cannot be defined independently of a counterfactual.  Thus, there is no single effect of T on an individual, because the effect would take one value under a particular counterfactual account and another value under some other account.  While manipulability and dependence on counterfactuals are indeed necessary for Rubin's conception of causality, I will argue that they unduly restrict the definitions of "cause" and "effect" in ways that run counter to common usage of those terms.

The Elements of Causal Systems: Causality and the single case
To illustrate these points, start with an example of a relatively simply causal system: a billiards player knocking the eight ball into the corner pocket.  Observing the two billiard balls colliding and the eight ball ending up in the corner pocket, we say that the cue ball "caused" the eight ball to go in.  We might also say the cue stick "caused" the ball to go in, through the energy it transfers to the cue ball.  Or we can say the pool shark "caused" the ball to go in.  Each of these statements draws its validity from the widely shared notion that there is a space-time continuum that connects the physical objects involved and links a series of events: the application of force by the pool player to the cue stick, the contact of the cue stick with the cue ball, the contact of the cue ball with the eight ball, and the dropping of the eight ball into the pocket.  
The causal structure in this case may be represented by the following diagram:


The billiards player applies force to the cue stick (event A), leading the cue stick to connect with the cue ball (event B), causing it to collide with the eight ball (event C), sending the eight ball into the corner pocket (outcome D). A, B, and C all are causes of D in that each contributed to D.    
The model in the diagram is a simplification in many senses, two of which are unavoidable.  First, it must choose how far back to model the causal chain.  It is easy to think of events prior to A that could be added into the model.  Second, the objects and the events involved in a causal system may be broken down to levels beyond our powers of observation – molecules shifting in response to energy transferred.  One can imagine adding a vast number of micro-events at molecular levels to the causal chain represented by the diagram.  Nevertheless, we infer that the observable events linking the observable objects are related through the only-partially-observable chain.  For each endogenous variable, we infer that the temporally prior event caused the subsequent event or outcome.  We make this inference by comparing the situation after the prior event occurred to the status quo before the prior event.  Prior to B, the cue ball was sitting motionless on the pool table.  After B it was not.  
Inferences such as "B caused C" are unverifiable since we ultimately cannot reject accounts that deem the cue stick's contact with the cue ball as spurious.  The plausibility of the inference depends on how persuasive we are in arguing that contact with the cue stick altered the state of the cue ball.  The most basic way that we make such an argument is simply by asserting what we think happened.  In so doing, it sometimes is persuasive to appeal to counterfactuals.  My account of the billiards causal system, for example, implies that if some exogenous force – say, someone preventing the two billiards balls from colliding – had intervened at any point, D would not have occurred.
Appealing to counterfactuals to justify causal inferences, however, is not the same as requiring a counterfactual be stated when characterizing an effect.  The empirical truth of a causal statement is independent of any counterfactual account.  Gravity either does or does not operate when an apple falls from a tree, even though we may resort to a counterfactual to infer that it was in fact gravity that caused the apple to drop.  In other words, we appeal to a counterfactual about what would have happened in order to justify a causal inference about what actually happened.  This notion stands in contrast to the Rubin model, in which the concept of an effect is meaningful only relative to some counterfactual, with the effect differing depending on how events would have played out.  

More important, as I will elaborate below, when causal systems are complex, what would have happened in the absence of a cause is not always the converse of what did happen in the presence of the cause.  Consider an execution in which a backup executioner is on hand should the first one refuse his orders.  If the first executioner kills the condemned prisoner, a counterfactualist might argue that he did not really kill the prisoner because had he refused to carry out his orders, the other would have.  The effect of the first executioner's actions on the prisoner's death is zero.  Presumably, however, all observers would agree that the first executioner did in fact kill (cause the death of) the prisoner.
In asserting some account to justify a causal inference, the relevant questions are whether things were different after X happened and whether X accounts for the difference. Application of the conditional perfect tense "would have" will often be helpful in answering such questions, but sometimes it will not.  We are dealing in "factuals", not counterfactuals.  We may not be able to identify the other causes that account for the change in Y we observe between time 1 and time 2, and therefore it may not be possible to identify the true effect of the treatment of interest.  But like gravity's effect, the effect is either there or not there, regardless of counterfactuals.
This conception of causality is consistent with the approaches of historians and biographers in constructing causal accounts of a case.  Under such a framework, a "cause" is something that 1) precedes the "effect" in time, 2) covaries with the "effect" within a case, and 3) is not spurious in that it does not simply share a cause in common with the "effect" or co-occur with the effect simply by chance (see Kenny, 1979).  This conceptualization is similar to those of Patrick Suppes and Clive W. Granger, however it appeals to variation within cases rather than across cases, and it allows mediating variables to be considered causes.  I will refer to an "effect" under this conceptualization as a fundamental causal effect, or FCE, to distinguish it from Rubin's conception of a causal effect.
A stronger justification for a causal inference's validity than a simple assertion is to also point to other roughly equivalent cases (e.g., additional pool shots) that produce the same outcome.  Observing multiple instances of D following C following B following A, we come to trust our eyes and intuition and form consensus around the causal inferences invoked in the account above.  Furthermore, we can examine cases where the cause of interest is absent (e.g., the pool player does not hit the cue ball) and observe whether or not the outcome is typically different than in the cases where the cause is present.  This brings us closer to the logic of experiments and of counterfactual reasoning with the potential for misestimating the fundamental causal effect as in the simple executioner example.  I will elaborate using a more typical social science example below.
Up to this point, I have only defined causes in terms of events.  In the context of social science, many "events" take the form of decisions, a fact that we will soon see exacerbates any endogeneity problems that might be found in a causal system.  Events and decisions aside, a question that has been debated by philosophers and counterfactualist social scientists is whether attributes may be considered causes.  Is it meaningful, for example, to say that a job applicant's race caused her to get or not get a particular job?  To be sure, such a statement is irredeemably vague.  Its meaning would be very different coming from a white supremacist than it would coming from a civil rights lawyer.  Furthermore, the notion of a cause occurring between time 1 and time 2 does not apply to a "treatment" that remains static throughout the period.
It will not do to call an attribute a cause to the extent that it simply is associated with other things that are actual causes.  If language skills are important for job opportunities, many individual immigrants with limited proficiency in the language of the host country will have poor labor market outcomes.  But "being an immigrant" would not be the cause in these cases – limited language proficiency would be the cause and being an immigrant is associated with poor language skills.  On the other hand, in social situations, attributes often take the form of statuses, and statuses may be causally important.  If a status is stigmatized, then the way one is treated by others affects intermediate variables in a causal chain.  Having a prejudiced teacher can lower a child's educational aspirations, affecting future labor market outcomes.  If an immigrant does not get a job because the employer is prejudiced against all immigrants, then "being an immigrant" seems intuitively relevant.  In these situations, a status interacts with an attribute of another (prejudice) to produce an event (discrimination) that causes an outcome.  The path diagram is represented as:
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where A is "being an immigrant", B is "prejudice", and C is "discrimination".  In this sense, prejudice and race may both be considered causes of an individual's poor labor market outcome, as may discrimination.  Even in non-social situations, interactions are implicit in our understanding of causal structures.  In the billiards example, one could readily identify a number of more or less static attributes that interact with the physical objects noted in my initial description: the consistency of the pool table, the force of gravity, and the air pressure, to name just a few.  To take this line of logic a further step afield, it should be noted that if an attribute of an object can be said to be a cause, then it is no giant leap to say that the object itself can be a cause.  The prejudiced employer may be a "cause" of his victim's job outcome, just as the pool table may be a "cause" of the eight ball dropping into the corner pocket.

Under the counterfactual conceptualization of causality, however, few of these "causes" would qualify as such.  Holland subtly describes the motto of the approach as, "NO CAUSALITY WITHOUT MANIPULATION".  This is clearly only consistent if one accepts that "effects" are only relative to counterfactuals and that "causes" must be events that could be imposed by man, nature, or God.  A more precise motto might be, "NO RUBIN CAUSALITY WITHOUT MANIPULATION".

Before moving on to a discussion of challenges to causal inference that will provide a bridge between my fundamental causality and Rubin causality, it is worth noting that Rubin causality implicitly relies on fundamental causality as a concept.  Counterfactual methods examine the effect of a single treatment, assuming that outcomes in the treatment and control groups at time 1 are the same on average.  They differ at time 2 solely due to the different treatments they received.  But within each group some series of events, mediated by attributes of the individuals and features of the environment, led to the change in Y between time 1 and time 2.  The sequence of events differs between the two groups due to the treatments each receives, but the sequences occur nonetheless.  Without some more fundamental notion of causality, it is difficult to explain why Y at time 2 would ever differ from Y at time 1.
Challenges to Causal Inference
The foregoing discussion sets up an elaboration of five major problems in analyzing causes and effects.  First, the more complicated a sequence of events we observe and the longer in time the sequence lasts, the less likely we are to have experienced "similar" instantiations of the sequence.  Further, the more difficult it will be to identify what even constitutes a "similar" instantiation.  Two examples are the events constituting the Russian Revolution or the life course of a particular person.  It is more difficult to "see with our eyes" how one event leads to another and to disentangle multiple causal and spurious threads.  It becomes more difficult to infer that X caused Y or to describe the effect that X had on Y (if any).

Second, often Y is not simply an indicator of whether an event occurred or a state came to be, it is a quantitative or qualitative variable.  We may be interested, for example, in the "causes" of a person's income level or a nation's welfare state characteristics.  If we restrict our causal system for simplicity to two potentially causal events and a potentially quantitative effect, there are five basic types of causal systems we might encounter:

1. If A, then C.  If not A, then not C.  (A is the single cause of the discrete outcome C.)

2. If A or B, then C.  If not A and not B, then not C.  (The discrete outcome C occurs in the presence of either A or B but does not require both.  If one of them occurs alone, it is the single cause of C.  If they occur together, then either may be considered a cause.)

3. If A and B, then C.  If not A or not B, then not C.  (The discrete outcome C occurs only when both A and B are present.  Both A and B may be considered causes of C.)
4. If A, then C1.  If B, then C2.  If not A and not B, then C0.  (C is quantitative outcome, and A and B have independent effects on the level of C.  Both are causes.)
5. If A, then C1.  If B, then C2.  If A and B, then C3.  If not A and not B, then C0.  (C is a quantitative outcome, and A and B have both independent effects and an interactive effect on the level of C.  Both are causes.)
In the real world, causal systems are far more complex.  A and B may be quantitative attributes, such as educational attainment.  A, B, or C may be qualitative in nature (e.g., C may take different forms depending on A and B).  And of course, there are generally far more than three variables involved.
It is certainly more difficult to plausibly justify quantifications of effect sizes relying solely on counterfactual arguments (e.g., "You should believe my inference that job training increased income by 10% because….").  Furthermore, when looking to other cases for evidence, the event X may raise or lower Y in some instances but not in others, or the magnitude may be different in different cases because of interactions with other causes.  Similar difficulties exist when outcomes are qualitative.  In short, to the extent that causes or outcomes are quantitative or qualitative, it will be more difficult to produce convincing justifications for precise causal inference statements.
Third is the problem of bounding causal systems.  If the collision with the cue ball, the force of gravity, and the pool table can all be said to be "causes" of the eight ball dropping in the corner pocket, how are we to limit causal statements to those that are meaningful and useful?  This is not a problem with the account of causality I have provided so much as a practical problem in applications.  The problem is typically solved in part by taking for granted a number of the static attributes and objects involved (e.g., gravity) and by making leaps of faith regarding the unobservable micro-events we cannot see.  Furthermore, we tend to focus on proximal causes without dwelling too much on causes lying further back in time.  In social science, we often simply ignore a large number of potential causes – as often as not unconsciously rather than consciously – to make our analyses of observational data manageable.  Finally, we can sometimes plausibly hold all causes constant save one and then examine the effect of the isolated cause.  This can be done via controlled experiments and sometimes through the use of statistical techniques, a discussion deferred for now.

A fourth problem in the analysis of cause and effect is that identifying "time 1" itself is often difficult in social science research.  The ideal time 1 measurement occurs at a point infinitesimally close (prior) to the event under consideration.  When the "event" is less a discrete change than a process unfolding over time, choice of time 1 may be arbitrary.  In that case, the "cause" one is interested in may be too vaguely defined to be useful.
The point in time of the time 2 measurement defines a particular "effect" of a well-defined event (the effect one year after the event, the effect after ten years, etc.).  But in characterizing the effect, one must account for other events that occur between time 1 and 2 that also are causes of the outcome.  This is the final difficulty in analyzing causes and effects.  If time 2 is one year after the event, the change in the outcome measured corresponds to the effect after one year, provided that other causes between time 1 and 2 have been accounted for.  If the outcome is measured ten years after the event, one must account for all other causes of the outcome in the ten years separating time 1 and 2.  That means that while long-term effects may often be bigger than short-term effects (if effects accumulate, for instance), it will be more difficult to make precise statements about long-term effects because there will be more confounding variables as the time elapsed since the event grows.
There are, then, serious challenges to making causal inferences for a single case.  They are issues that generally preclude historians, biographers, and ethnographers from developing and using formal methods to make precise causal inference statements.  Indeed, even a formal causal analysis of a single case using quantitative methods may not be generally possible in the absence of rich longitudinal data.  There is one solution, however, that addresses some of the challenges posed above.  In some situations, we can create a controlled environment and willfully manipulate the potential cause that interests us – we can conduct an experiment.  This solution bounds our causal system, makes it much easier to identify (create) comparison cases, ensures a discrete event (treatment assignment), and potentially eliminates other factors that need to be accounted for.
From Experiments to Rubin's ACE
Consider a causal system more complex than the billiards example yet simpler than most social systems.  Being interested in the general question of the effect of diet on human health, we may conduct an experiment using laboratory mice.  (I am ignoring issues of external validity here.)  First consider an experiment on a single mouse (i.e., a single case, as above).  A mouse is fed some fixed amount of a Twinkie (the event of interest, or the "treatment").  The researcher then observes whether the mouse has died within some predetermined period.  Say the mouse dies within that interval.  The researcher infers that the Twinkie killed the mouse.  

The obvious problem with this inference is that the Twinkie may have had no effect on the mouse's health, but rather the mouse died of other (unobserved) causes.  If we could measure and account for the unobserved causes, we would have found that Twinkie consumption had no effect on the mouse being alive or dead at the end of the experiment.
To address this limitation, it would be natural to create other instantiations of the initial case – to feed Twinkies to other mice in identical controlled settings.  Assume that we then find that 30 percent of the mice die over the course of the experiment.  This would offer somewhat stronger evidence of a causal link in that the sequence of events observed in the case of our initial mouse was repeated in a number of other mice.  The logic may be stated as, "Among other mice who consumed Twinkies, death followed, therefore it is likely that for the initial mouse of interest, its death after Twinkie consumption was due to the Twinkies."  But it could be that unobserved causes operated in all of the mice that died and in none of the mice that did not.

Hence, a better approach might be to include in the experiment mice that are not fed Twinkies.  We would want to randomize the treatment assignment so that on average the Twinkie mice started out like the non-Twinkie mice.  If we then found that only 5 percent of the non-Twinkie mice died, we would have stronger evidence that our first mouse's death was accelerated by Twinkie consumption.  The logic this time may be stated as, "More mice that consumed Twinkies died than mice that did not consume Twinkies, therefore it is likely that for the particular mouse of interest, its death after Twinkie consumption was due to the Twinkies."
Of course, for our initial mouse (case), our inference may be wrong, but we have progressively strengthened the argument that the Twinkie caused the mouse's death, and it is probably not possible to strengthen it beyond the evidence provided by the experiment.  Given the inherent uncertainty of the inference about the individual case and the fact that most experiments seek to generalize beyond a particular case anyway, scientists would instead draw an inference about the average causal effect of Twinkie consumption on mice, noting that Twinkie consumption increased the probability of death in the specified time frame by 25 percentage points.  Voila – we have arrived at Rubin's ACE through the logic of justifying causal inferences, formalized in an experiment.
Rubin's ACE vs. the Average FCE
Note, however, that in general Rubin's ACE is not the average fundamental causal effect.  The fundamental causal effect for any case (unit) is the difference between the outcome at time 2 and the outcome at time 1 (immediately prior to treatment), controlling for other causes during the interval.  The average FCE is simply the average of each individual FCE for all units receiving the treatment.  Rubin's ACE, however, is the difference between the average outcome at time 2 for the units receiving the treatment and the average outcome at time 2 for the units not receiving the treatment (with other potential causes automatically controlled through randomization and differencing).  
Let us consider more carefully the distinction I am making.  In the mouse-Twinkie example, conceptually one would ideally determine among the 30 percent of Twinkie mice that died which of them died from other causes.  (In real-world scenarios, it would of course be mostly impossible to distinguish these cases.)  Say that we determined that one-sixth of the deceased mice died from causes completely independent of the Twinkie, the roots of which existed prior to the experiment.  One-sixth of 30 percent is 5 percent, which is the equivalent of the 5 percent of mice that died in the control group.  Then the average FCE would be to increase the probability of death by twenty-five percentage points (30-5).  In this example the average FCE equals Rubin's ACE because no new causes altered the probability of death in the interval between treatment and time 2.  
Suppose instead that in both the treatment and control groups, some other factor – stress from experimental conditions – also raised the probability of mortality after mice received or were denied Twinkies.  Specifically, assume that 4 percent of mice in both groups died as a result of the stress.  The observed outcomes are as before – 30 percent of mice dead in the treatment group, 5 percent in the control group.  That implies that in the control group, 1 percent died due to unobserved factors predating the experiment, 4 percent died due to stress during the experiment, and 95 percent lived.  In the treatment group, 1 percent also died due to pre-treatment factors, 4 percent died as a result of stress, and 20 percent were killed by Twinkies.  The Rubin ACE is still 25 percentage points, but now the average FCE is 19 percentage points (20-1).
Or consider another possibility: that stress compromises the health of mice in the absence of Twinkie consumption, but does not worsen health outcomes by an additional increment given Twinkie consumption.  In this case, 1 percent of mice in each group died as a result of unobserved pre-treatment factors, 4 percent of control mice died as a result of stress, and 29 percent of treatment mice died from Twinkie consumption.  Once again, Rubin's ACE is 25 percentage points, but now the average FCE is 29 points.
This example may seem not to apply to social science situations, since laboratory stress could be viewed as a contaminant of the experiment itself rather than some indicator of a potentially widespread challenge to estimating fundamental causal effects.  To illustrate the significance of these issues for social science, consider the question of divorce's effect on child outcomes.  Imagine a randomized experiment in which the population of interest is children whose parents were on the brink of divorce.  The experimenters assign "divorce" or "no divorce" to each family.  Five years later they measure standardized reading scores for all children involved.  
Does the difference in the treatment group's mean score and the control group's mean score give the average fundamental causal effect of divorce for those assigned divorce?  The answer is almost certainly no.  What we want to know is the difference between the time 2 and time 1 reading scores for the treatment group, adjusted for the other things that affect test scores in the interval.  What we get is the difference between time 2 reading scores of the treatment group and the time 2 reading scores of the control group, where a sizeable share of the control group has experienced continued (potentially accelerated) marital conflict and potentially any number of other events that would have been experienced by the treatment group counterfactually but were in fact not experienced.  In some sense, instead of the difference that we want, we get a difference in differences that is not what we want.  One might summarize the distinction by noting that something can have effects yet not be consequential; it can have a fundamental causal effect without having a Rubin causal effect.
The issue is analogous to that of "substitution bias" in classical experiments (Heckman and Smith).  Job training experiments, for instance, become problematic if many of those who are not assigned "treatment" obtain job training elsewhere.  The nature of the effect being measured changes.  In the Job Training Partnership Act randomized experiment, ultimately as many control-group women received job training services outside the JTPA as did women in the treatment group.  Faced with this evidence, the contractor claimed that the average causal effect estimated was "the difference between the services received by those given access to JTPA and the services they would have received if they had been excluded from the program….[T]he benchmark against which we measure the effects of JTPA is the services available elsewhere in the community, not a total absence of services. (Quoted in Heckman and Smith, emphasis in original.)"  Heckman and Smith then note, "This is simply a different way of saying that in the presence of substitution bias, the outcomes of the control group do not correspond to the desired counterfactual, and that the experiment provides downward-biased estimates of the effect of training on the trained (p. 106)."  
Analogously, the divorce experiment above would provide a downward-biased estimate of the effect of divorce on the children experiencing divorce.  This is not simply an issue of poor experimental design or imprecision in the definition of the treatment.  The bottom line is that the "would have been" is not necessarily the same as the "was with adjustment for confounding".  When the two differ, the counterfactual approach will not yield valid estimates of the theoretical effect of interest.  If the question is, "Among those who experienced divorce, was the divorce harmful?" then we will need methods that rely on fundamental causality.  If the question is, "Is divorce harmful relative to what would otherwise have happened?", then Rubin causality is the appropriate conceptualization.  
In fact, as I will discuss in the next section, it is questions of the latter type in which we are most often interested in applied social science.  But the concept of fundamental causality is prior to Rubin causality and is often the one most applicable to academic theory.  Furthermore, fundamental causality is relevant to applied social science as well – one wants to know whether, all things being equal, some aspect of society is a problem for people.  "All things being equal" implies we are interested in fundamental causality.  If divorce is harmful but is not harmful relative to continued marital conflict, it is still in society's interest to reduce divorce (as well as marital conflict).
Implications

The foregoing analysis suggests that the researcher should decide in advance the conception of causality in which she is interested.  If she is interested in fundamental causal effects, methods based on the counterfactual model may only rarely provide the average effect of interest.  This is true of experimental and observational data, of cross-sectional, time series, and panel data.  All such methods implicitly are concerned with modeling the question, "What would have happened to the treatment group absent the treatment?" rather than, "What part of what did happen to the treatment group was due to the treatment?"

In fact, formal methods to validly estimate average fundamental causal effects are limited.  One needs longitudinal data with at least two observations for each case – one at time 1 and one at time 2.  The analysis then proceeds from a general cross-sectional time series model such as:
Yit = b0t + Titb1 + Xitb2t + TitXitb3 + (it + Tit(it + eit .

The general model includes multiple observations on multiple individuals, models the effect of treatment as a shift up or down from the control level.  The control level is allowed to vary over time, by strata defined by observables X, by individuals, and even within individuals over time.  The treatment effect (shift) is allowed to differ for different strata defined by observable variables X and unobservable individual-specific variables, and these effects are allowed to change over time.  
The first key idea for estimating the average FCE is to drop all cases in which the treatment is never received.  We are not interested in using these cases to counterfactually model what would have happened to the treated in the absence of treatment.  The second key idea is that the average FCE can now be estimated within strata of observables X by estimating Yit at time 2 (net of observables X) and at time 1 (also net of observables X), and differencing them.  This is only true, however, if one assumes that there are no unobservables or that they have been adequately controlled.  This is equivalent to saying that one has correctly specified why individuals select into treatment and why they do when they do, a strong assumption that cannot be expected to hold in most cases.
Average FCEs, then, are treatment-on-the-treated effects.  Adding cases that do not receive the treatment does not improve one's ability to estimate average FCEs.  One cannot interpret FCEs as applying to entire populations, only to the members who are selected into treatment.  If the variables that drive selection interact with the treatment of interest, then the average FCE if an entire population received the treatment would differ from the average FCE for those who did receive the treatment.
Another methodological implication is that to estimate an FCE, one needs a "treatment" that is a relatively discrete event.  If the treatment is more like a prolonged process, then it becomes difficult to distinguish the treatment from other events and makes the choice of "time 1" imprecise.  The role of events in this conceptualization of causation also implies that one cannot interpret the coefficients on attribute variables as causal unless the mediating event or events are explicitly modeled.  An example is "race" and "prejudice" leading to discrimination.  When causes are omitted because one is taking them for granted (i.e., "the policy environment"), one should acknowledge this decision when doing so may be important for interpretation of the results.

Given the difficulty of estimating valid average FCEs, there is a strong case to be made for estimating Rubin ACEs instead.  With observational data, however, there remain formidable methodological challenges.
Utility and Limitations of the Counterfactual Approach for Applied Social Science
While Rubin causality is too limiting to capture the theoretical notions of causality with which social science is primarily concerned, it is uniquely appropriate for applied social science.  Applications of social science research are intended to address what would happen if some policy were implemented with the intent of altering individuals' behavior.  To the extent that a policy intervention has a well-conceived goal, the criterion for success is the extent to which individuals' outcomes differ relative to the outcomes that would have occurred had the policy not been implemented.  In other words, we want to know about Rubin average causal effects. The counterfactual approach provides a clear way to think about these effects.  Furthermore, by specifying rules for treatment assignment and providing a way to model a counterfactual, the approach also specifies the way in which the problems of selection and omitted variables may be overcome.

Unfortunately, the logic of experiments on which Rubin causal effects are based presents enormous challenges to researchers using observational data.  Randomized experiments are so useful precisely because they allow us to introduce an identical exogenous shock (treatment) to a number of individuals while withholding it from others.  On the other hand, all real-world "treatments" that are decisions are fundamentally endogenous.  Since decisions regarding family structure, schooling, labor market, residence, and countless other choices are among the most common research topics among social scientists, estimating valid Rubin ACEs will often require that we obtain exogeneity where none exists, thereby simulating ideal experimental conditions.  An exploration into the assumptions behind estimation of Rubin ACEs reveals how difficult this task is.
As noted at the start of this paper, the counterfactual approach relies on two key assumptions: SUTVA and ignorability.  For SUTVA to hold, it must be the case that outcomes for every individual do not depend on the way in which treatment is administered or on the treatments that others receive.  These requirements present several problems when observational data are used, but for the purposes of this paper I will focus on one in particular.  
In the real world, "treatments" are often received in different forms.  Loss of a parent due to widowhood is likely to produce different effects in children than loss of a parent due to divorce.  Furthermore, divorce caused by mutual agreement that needs are incompatible is likely to produce different effects in children than divorce caused by marital infidelity.  One can partly address this problem by defining "treatment" more precisely, but one can make progressively finer distinctions to the point where the "treatment" is no longer of general interest.  There is often a similar ambiguity regarding the control group – when the treatment is "divorce", does the control group include cohabiting but unmarried parents?  The bottom line is that the "treatment" and "control" difference estimated from observational data typically compares a mix of treatments to another mix of treatments.
Ignorable treatment assignment means that once covariates have been controlled, knowing an individual's treatment assignment provides no information about her potential outcomes in either the factual or counterfactual state.  In other words, to rely on the family structure example once again, one must assume that given the included covariates, the outcomes observed among the children of divorced parents are representative of the outcomes potentially observed under divorce for all children in the sample, and vice versa for the children of married parents.  

Consider the effect of being born out of wedlock relative to birth after a shotgun marriage.  One must believe that within subgroups defined by combinations of control variables, if one could go back and randomly reassign mothers’ marital status at the time of birth, the estimated effect of being born out of wedlock would be unchanged.  If ignorability is attained, then the fact that we cannot observe how children born out of wedlock would have turned out had their parents had a shotgun wedding is not a problem – they would look just like the children whose parents actually had shotgun weddings.  In this case counterfactual methods will give unbiased estimates of the average causal effect of being born out of wedlock.

  
If selection into out of wedlock childbirth or shotgun marriage mainly involves variables that are easily measured, such as education, age, or the marital status of mothers' own parents, then one might plausibly satisfy the ignorability requirement.  But if the important selection mechanisms involve variables that are rarely measured, controls will be inadequate.  Thinking about specific hypothetical cases involving marriage decisions illustrates how important such variables might be.  

For example, selection into out of wedlock childbirth might be driven by factors such as depression, poor conflict-management skills, a propensity not to plan ahead, preference for a child out of marriage this year over a child within marriage in five years, or skepticism that family structure matters for one's child's outcomes.  In the absence of controls for these variables, assignment to out of wedlock childbearing or shotgun marriage is likely to be correlated with potential child outcomes.  In the examples provided, the children of women giving birth out of wedlock almost surely have worse outcomes on average than what the average would be for all children under the treatment "born out of wedlock", even controlling for typical covariates.  Estimated effects of being born out of wedlock from such models will be biased away from zero if this is the main way in which selection operates.

The effect of being born out of wedlock is also likely to vary with the unmeasured variables that drive selection.  Under conventional economic models, for instance, women and men are utility maximizers who make decisions about their relationship by comparing costs to benefits under the constraints that they face.  In extreme cases, a child's father might be abusive, alcoholic, unfaithful, or chronically unemployed.  In less extreme cases, the parents may simply not get along or be committed to the relationship.  To the extent that the interests of mothers and fathers coincide with those of their children, parental utility maximization will also maximize the utility of children.  In that case, out of wedlock birth would hurt the children of parents who marry, but shotgun marriage would hurt the children born out of wedlock.  
The average effect of being born out of wedlock might conceivably be positive if shotgun marriage would harm the children of single mothers more than out of wedlock childbirth would harm the children of the mothers who married.  More likely, conventional estimates of the average causal effect of being born out of wedlock could simply be biased upward.  On the other hand, if shotgun marriage would harm the children born out of wedlock less than out of wedlock birth would harm the children whose mothers married, the average causal effect of being born out of wedlock could be more negative than conventional estimates suggest.

It seems highly doubtful in the context of observational studies that many quantitative and even counterfactual methods will isolate some exogenous variation in the treatment of interest, the sources of which are unknown to the modeler.  To do so by entering controls or matching on propensity scores, one must believe that one has effectively accounted for all things that both affect the outcome of interest and make each case unique from similar cases that are assigned a different treatment.  That means, in the context of out of wedlock childbearing, accounting for all of the factors entering couples' decisions that also affect their child's outcome.  These unobservable factors, such as the examples above, are likely to vary within neighborhoods and families and even within individuals over time, so fixed effects models cannot be presumed to account for them either.  Cross-sectional selection models and time series models bury the problem of unobservables within distributional assumptions about error terms that also must be deemed questionable given the foregoing discussion.  Even new sensitivity analysis techniques designed to test how results might be affected by unobservables require an unverifiable assumption about how the treatment effect varies with levels of the unobservables.
Think of it this way: even if one could stratify couples on the basis of innumerable variables that we are usually unable to measure and which often vary within families and within individuals over time, within each strata something nonrandom and potentially with consequences for child outcomes keeps some of the couples from marrying and makes others do so.  Ignorability means that the things that differ between couples with a nonmarital birth and those with a shotgun marriage have no bearing whatsoever on the outcome of interest.  How likely is the researcher to have accounted for each of the relevant variables?  

And what if one could?  The implication of achieving ignorability without understanding treatment assignment mechanisms is that one has managed to disentangle all of the diverse treatment mechanisms that actually determined family structure in every instance.  That is to say, some parents-to-be part because of infidelity, others because of incompatibility, still others because of excessive conflict.  Having exogenous variation in marital status at birth essentially means that one has managed to stratify one's sample such that this mix of treatment mechanisms has successfully been accounted for.  It would be as if one had conducted a population-wide experiment in which shotgun marriage were allocated randomly within the strata identified.  One would have isolated an exogenous source of treatment with no explicit treatment assignment.

A more subtle point that undermines claims that ignorability may be attained statistically is that when treatment effects vary along many dimensions, controlling selection mechanisms for some units may induce new sources of spurious association among other units unless appropriate interactions are included that apply the statistical adjustment only to the relevant units. [I NEED TO THINK MORE ABOUT THIS POINT.  IT HAS TO DO WITH PEARL'S PROBLEM OF INDUCING BACKDOOR PATHS BY CONTROLLING FOR A DESCENDANT.  IF SOME UNITS REQUIRE A VARIABLE TO BE CONTROLLED, DOING SO ACROSS ALL UNITS MIGHT INDUCE A BACKDOOR PATH FOR SOME OTHER SUBSET OF UNITS.]
At this point it is also worth recalling the problem of satisfying the SUTVA assumption.  The likelihood of attaining ignorable treatment assignment is even more remote to the extent that one's "treatment" is imprecisely defined.  "Single motherhood", for example, arises from different processes, including nonmarital birth, divorce, and widowhood.  Each of these processes is likely to involve different choices and constraints on the part of mothers and fathers, so the number of covariates required for ignorability will multiply.  And the effect one obtains will, again, be the effect of some mix of treatments relative to some other mix of treatments.
The problem of SUTVA leads to a much more fundamental point obscured by the discussion to this point.  It generally does not make sense to estimate Rubin ACEs when the population of interest is not itself a select group to which a specific "treatment" applies.  Consider estimating the effect of the treatment "out of wedlock birth" relative to the treatment "marital birth" for all children in the United States.  Doing so would require that ignorable treatment assignment be attained, such that within strata of covariates, parents' marital status at birth is essentially random and there exist both marital births and nonmarital births.  The conceptual experiment is that after stratifying along the covariates, one randomly assigns parents' marital status in such a way that everyone complies with the marital status assigned to them and the assignment does not affect the outcomes of their children.  

In reality, it is impossible to conceive of any such experiment involving a single treatment or even any meaningful mix of treatments that could fulfill both SUTVA and ignorability. "Treatments" that could conceivably prevent parents who want to marry or to remain married from doing so will be confined to truly exogenous shocks such as the death of the father or barriers such as state regulation of marriage.  The effects of such "treatments" are unlikely to resemble the effects of treatments that affect marriage decisions of parents who are nearly indifferent between marital and nonmarital birth.  The effects of treatments that compel parents with no interest in marrying to do so will also differ.
Implications

This discussion leads to a conclusion with truly profound implications for social scientists: estimating Rubin ACEs from observational data when the "treatment" of interest involves choice decisions on the part of human actors is only appropriate if one believes that one has a fairly specific treatment and a specific subpopulation to which the treatment has been assigned.  If one cannot imagine that a formal experiment could be conducted on the subpopulation of interest such that SUTVA and ignorability hold, and if one cannot imagine the exogenous shock that could assign all members of the subpopulation to treatment levels in such a way that they would adhere to their assigned level, then it is likely than estimating a valid Rubin ACE is either impossible or not useful.
If we discount the possibility of treatment without assignment, then we are left with finding some exogenous shock that produces an event (treatment) where none would have occurred before.  But specific shocks will affect people's decisions in different ways.  Decisions about whether to remain married or divorced, for instance, involve a complex interaction of costs, benefits, preferences, and constraints.  Different shocks will affect these interactions differently.  In other words, different shocks will induce divorce or marriage among different people.

The implication is that when the "treatment" is a decision, we can only estimate Rubin ACEs on those whose decision is affected by the exogenous shock.  This effect is the "local average treatment effect", or LATE, that instrumental variables regression provides.  Estimating Rubin ACEs from observational data, then, becomes an exercise in finding instruments.  Instruments generally fall into one of two categories: "natural" natural experiments and policy instruments.  The latter are often problematic, however, because many policy changes will not only affect the decision of interest to a researcher, but decisions that occur earlier in the decision-making chain.  
To illustrate this problem, consider once again the situation when we are interested in the effect of being born out of wedlock on child outcomes.  If one wanted to use the enactment of welfare reform as a policy instrument for parents' marital status at birth, then children born prior to welfare reform would constitute the control group and those born after welfare reform would constitute the treatment group.  But since welfare reform might be expected to affect decisions regarding sexual activity, contraception, and abortion – all of which are made prior to the marriage decision – the children born after welfare reform can be expected to differ in key ways from those born before welfare reform.  That means that ignorability will be violated.  As another example, a policy change that makes divorce easier may also make marriage less risky, thereby increasing marriage as well as divorce.
Estimating mechanisms will also prove difficult.  [NEED TO ELABORATE.]
That this situation is the best researchers can do will be unsatisfying to many, particularly since different events will affect different people and estimated average effects will differ depending the population affected.  But this approach is methodologically defensible and conceptually logical, neither of which may be said of conventional research on the effects of individuals' choices.  What is more, by amassing a body of valid estimates for different populations affected by different exogenous events, policymakers can have more reliable information about the likely effects of specific policies that disproportionately affect particular populations.

If this conclusion is correct, then the way to advance research in much of quantitative social science is to conduct randomized policy experiments and to look for natural experiments that may be exploited using instrumental variables techniques.  Social scientists could then build up a database of estimated average causal effects that apply to different populations (e.g., different groups of children whose parents' marital decisions were affected by particular exogenous shocks).  Over time, social science would discover when divorce or out-of-wedlock birth matters and when it does not, when it hurts and when it helps, who it hurts a little and who it hurts profoundly.  Policymakers might then design policies intended to induce behavioral change among those whose children would be helped by marriage promotion, and they might learn how to more effectively induce such change.  Such a state of affairs would be far preferable to the current state in which all we can say is that some children are hurt by growing up with a single mother while others are not or are even helped by it.
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